Carbon-Aware and Cost-Effective Geo-Distribution for
Latency-Critical Microservices

Georgia Christofidi*
IMDEA Software Institute
Universidad Politécnica de Madrid

Nicolas Kourtellis
Keysight Technologies

Abstract

Carbon-aware workload scheduling enables significant re-
ductions in operational carbon emissions, but existing ap-
proaches target batch, serverless, or ML workloads and as-
sume globally distributed infrastructures. Latency-sensitive
microservices deployed in regionally limited infrastructures
under regulatory constraints cannot directly adopt these
solutions. Our motivational analysis shows that offloading
microservices to greener regions can significantly reduce
carbon emissions, but only when the right microservices
are selected, to meet application latency targets. These are
the ones activated early in the microservice invocation call
graph. Based on this insight, we design an adaptive place-
ment framework that jointly optimizes carbon emissions, op-
erational cost under given latency constraints. Preliminary
evaluation on Kubernetes across AWS regions achieve up to
38% carbon reduction while meeting latency targets, show-
ing that carbon-aware and cost-effective geo-distribution is
possible for latency-critical microservice applications.

1 Problem Statement

Carbon-aware scheduling aims to reduce the environmental
impact of cloud workloads by aligning their execution with
periods or locations of lower carbon intensity. Prior work
has explored two main strategies: temporal shifting, where
workload execution is delayed to cleaner hours [5, 7, 17—
19, 23, 24, 31, 33], and spatial shifting, where workloads are
moved to greener regions [15, 23, 31, 34]. These approaches
have shown substantial benefits for batch [17], HPC [18],
ML training [5], and serverless workloads [15], which are
naturally flexible and can tolerate delays or relocation across
globally distributed infrastructures. However, these assump-
tions do not hold universally across cloud applications.

In particular, microservices form the backbone of many
modern online services, including social networks, e-commerce

platforms, financial applications, and interactive Al systems [13,

30, 37]. Unlike batch or serverless workloads, microservices
are sensitive in latency, tightly coupled, and activated in
structured dependency chains [11, 25, 26]. Their performance
depends on fine grained RPC communication and strict Ser-
vice Levels Objectives (SLOs) [29], making them far less
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flexible to relocate across distant regions and impossible
to delay their execution. Therefore, current carbon-aware
strategies [18, 23, 33] cannot be directly applied to microser-
vice applications.

While spatial microservice shifting (geo-distribution) is a
plausible approach, there are many challenges to consider.
Access to greener regions assumes global infrastructures,
but that’s not the case for many organizations, especially na-
tional or regional companies and SMEs, which operate within
geographically constrained infrastructures. In such cases,
expanding operation to greener regions may come with ad-
ditional cost and may be limited due to data sovereignty [21],
privacy regulations [4, 12], and concentrated user traffic. For
such organizations, carbon-aware placement must operate
within a small set of nearby regions while preserving both
cost efficiency and latency guarantees.

Our motivational analysis on a real world deployment
shows that geo-distributing microservices can reduce both
carbon emissions and operational costs. However, meeting
application latency targets requires considering not only how
many microservices are offloaded, but also their position in
the microservice invocation graph. In particular, relocating
services activated later in the execution path can incur sub-
stantial latency penalties, whereas offloading early activated
services enables carbon savings with minimal impact on
end-to-end latency.

2 System Overview

The space of possible service-to-region placements grows
exponentially with the number of services and candidate
regions. Therefore, selecting which microservices to geo-
distribute, and determining their optimal placement regions,
requires an informed and scalable decision-making approach.

Figure 1 shows an overview of the proposed framework,
which continuously adapts microservice placement accord-
ing to workload demand and regional carbon conditions. At
runtime, a Traffic Forecaster estimates future incoming
user request load. A runtime Workload Profiler estimates
per microservice resource usage, energy consumption, la-
tency, and the resource size that corresponds to the fore-
casted incoming traffic, using offline profiling information.
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Figure 1. Proposed System Implementation.

Guided by the estimations above and pricing and carbon
data from external APIs, the Placement Optimizer, which
is the core component of our system, determines the service-
to-region mapping, triggered upon workload or carbon in-
tensity changes. It employs a genetic algorithm (GA) [14, 20]
to minimize carbon emissions and monetary cost while sat-
isfying latency constraints. Exact optimization methods are
impractical due to the non linear [27, 32, 38] and combi-
natorial nature of the placement problem [8, 16, 28], and
even GAs can struggle with the large search space. There-
fore, we leverage insights from our motivational analysis to
prune the search space by pinning immovable services, such
as databases, and late-activated services, while excluding
regions that increase carbon emissions and cost.

Finally, the Scheduler enacts the selected placement across
cloud regions with minimal disruption. Rather than relocat-
ing running microservices, it provisions resources in the tar-
get region and instantiates the corresponding services from
pre-replicated images. Once the new instances are ready to
receive traffic, user requests are redirected to them and the
resources allocated to the original instances are released. In
microservice architectures, state is commonly externalized
to databases [13, 22, 29, 37]. Our system pins heavy state-
ful services to the base region by design, thereby avoiding
excessive data transfer costs.

3 Preliminary Results

We evaluate the framework using a Kubernetes deployment
of the DeathStarBench [2, 13] social network and media
streaming applications across multiple AWS regions. Across
a four-day deployment with generated workload based on
the Azure VM Traces dataset [36], the framework reduces
operational carbon emissions by 37.4% while simultaneously
lowering cloud infrastructure costs by 3.6% for a European
deployment scenario, based in Frankfurt. The system chooses
Paris and Stockholm to offload services, since both of them
lower the carbon and cost compared to Frankfurt [1, 3].
Changes in placements are triggered by workload changes.
When the load peaks, majority of the services return to Frank-
furt, so as to meet the application latency targets.

Next, we use a large scale simulation to compare against
baselines that represent the main classes of microservice
placement strategies. Nautilus [11] serves as a single-region
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Figure 2. Comparison against baselines.

static baseline, capturing systems that optimize latency and
load balancing locally but are not carbon-aware, similar to
Imbres [25] and Firm [29]. Caribou [15] does carbon- and
cost-aware optimization exploring spatial shifting opportu-
nities for serverless workloads. Linear Programming (LP)
provides an oracle-style exact optimization baseline, using
a linear approximation of the inherently non-linear place-
ment problem [6, 10, 35]. Finally, a vanilla genetic algorithm
(GA) [9] serves as a comparison point with the algorithm
used in our system. GA has no pruning enabled, exploring
the full search space. Figure 2 compares the normalized car-
bon emissions and cost, the latency and the solve times of
each approach. Our proposed system achieves carbon reduc-
tions comparable to the best performing LP optimizer, while
computing placement decisions in 25.8 seconds, compared to
1.4 minutes for GA, 12.3 minutes for Caribou, and 4.4 hours
for linear programming.

4 Next Steps

The preliminary results show great promise for our system.
Next steps include expanding the evaluation of our system
along the following directions. First, we plan to evaluate
its geographic generalizability by studying carbon and cost
benefits for applications deployed across diverse regions and
continents (extending evaluation to US and Asia). Second,
we will investigate the scalability of the framework as the
number of microservices grows, reflecting larger real-world
deployments. We will also do ablation and sensitivity studies.
Finally, we aim to experiment with alternative resource usage
and carbon intensity predictors, assessing their impact on
placement quality and selecting the most accurate forecasters
to anticipate incoming traffic and adapt to varying carbon
conditions.
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